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“Textmining, Visualizations, and ‘Queer things like us’: Using Gertrude Stein’s The Making of Americans to develop text mining procedures and visualizations in the MONK project” 
[Please see relevant URLs and Figures at http://wam.umd.edu/~tclement/Nebraska2008Samples.html.]

Project development within the MONK (Metadata Offer New Knowledge) Project
 is based on the needs of three case-studies that represent current literary scholarship based on the use of textmining and visualization to analyze large-scale text collections. My work studying frequent patterns within The Making of Americans
 by Gertrude Stein serves as one of these case studies. MONK, a Mellon-funded collaborative including computing, design, library science, and English departments at multiple universities, is developing text mining and visualization software in order to explore patterns across large collections such as Early American Fiction Collection (EAF), 
 Documenting the American South,
 (DocSouth), Nineteenth Century Fiction (NCF),
 and Wright American Fiction
 among others. My use case has been integral in our understanding the difficulties a user would face in her attempt to understand the vast amounts of processed data that results from mining texts that comprise a large collection. 

Lauded by some critics who thought it accomplished what Ezra Pound demanded of all modernists –to make art, literature, and language “new”— The Making of Americans by Gertrude Stein was criticized by others like Malcolm Cowley who said Stein's “experiments in grammar” made this novel “one of the hardest books to read from beginning to end that has ever been published.”
 More recent scholars have attempted to aid its interpretation by charting the correspondence between structures of repetition and the novel's discussion of identity and representation. Yet, the use of repetition in Making is far more complicated than manual practices or traditional word-analysis programs (such as those that make concordances or measure word-frequency occurrence) could indicate. The highly repetitive nature of the text, comprising almost 900 pages and 3174 paragraphs with only approximately 5,000 unique words,
 makes keeping tracks of lists of repetitive elements unmanageable and ultimately incomprehensible.
The Making of Americans has been a productive text for analysis during the beginning phases of MONK since its many and complicated speech patterns could be processed and visualized without having to rely on a system for handling multiple texts from multiple collections that represent different encoding standards (though such a system is in development now).Text mining is a useful way to engage the Making of Americans since the objective of an analysis like predictive text mining may be understood as threefold: [a] to examine a large collection of documents (such as the 3000 paragraphs ), [b] to learn decision criteria for classification (such as clustering repetitive phrases or patterns of parts-of-speech), and [c] to apply these criteria to new documents (to let the algorithm map similar relationships in other paragraphs).
  The particular reading difficulties engendered by the complicated patterns of repetition in Making mirror those a reader might face attempting to read a large collection of texts. For instance, initial analyses on the text using the Data to Knowledge (D2K) 
 application environment to establish co-occurring patterns with a frequent pattern analysis algorithm
 generated thousands of patterns. In the D2K analysis, establishing these patterns was a function of moving a window over trigrams
 (a 3-word series), one word at a time, until each paragraph of Making had been analyzed.
 Executing the algorithm on Making generated thousands of patterns since each slight variation in a repetition generated a new pattern. As such, the results were presented as incomprehensible lists which were long and divorced from the text. 
 
Consequently, the further discovery that some of these repetitions were part of two larger 495-word spans of almost exact duplication would have been impossible without our developing a visualization application called FeatureLens.
 Created as part of the MONK project to visualize the text patterns provided by the D2K application, FeatureLens lists patterns provided by D2K according to their length, frequency, or by trends such as co-occurring patterns that tend to increase or decrease in frequency “suddenly” across a distribution of data points (area “A” in Figure 1).
 It allows the user to choose particular patterns for comparison (area “B”), charts those patterns across the text’s nine chapters at the chapter level and at the paragraph
 level (area “C”), and facilitates finding these patterns in context (area “D”). Ultimately, while text mining allowed me to use statistical methods to chart repetition across thousands of paragraphs, FeatureLens facilitated my ability to read the results by allowing me to sort those results in different ways and view them within the context of the text. As a result, by visualizing clustered patterns across the text’s 900 pages of repetitions, I discovered the two sections that share, verbatim, 495 words and form a bridge over the center of the text. This discovery provides a new key for reading the text, a key that substantiates and extends the critical perspective that Making is neither inchoate nor chaotic, but a highly systematic and controlled text. This perspective will change how scholars read and teach The Making of Americans. 
My next step in analyzing Making within this developmental phase of MONK is to compare patterns in Making to patterns within other texts across MONK collections such as NCF and EAF. Now that the MONK infrastructure is further in development, this comparison can be done by choosing features or decision criteria for classification that may be counted and compared across the many texts. For instance, my next step is to compare Making’s style with styles of other British and American nineteenth century novels in order to look more closely at Stein’s assertion that, as a modernist, she was developing characters in a dramatically different way than were popular nineteenth century novelists.
 Comparing patterns within novels by Charles Dickens, Jane Austen, or George Eliot in NCF or by Harriet Beecher Stowe, Louisa May Alcott, or Fenimore Cooper in EAF could provide evidence for and against Stein’s contention that nineteenth century novels were about “characters” and twentieth century novels were more about “form.”
 This method for discovery will begin by using D2K to extract named entities (character names) and parts-of-speech (such as noun phrases) from Making and two extremely popular texts with popular characters—Old Curiosity Shop and Uncle Tom’s Cabin—from the NCF and EAF collections. Finding these features (character names and various parts-of-speech) as they are co-located within sentences, we will use D2K to find and cluster frequent patterns so that I can further classify and label these patterns for text mining across other texts. This analysis may underscore or undermine Stein’s contention about the difference between her novel about “form” and nineteenth century novels about characters like little Nell and Uncle Tom. 
Developing an analysis like this would be valuable for literary studies by providing perspective on various styles of character development, but the process by which we will extract and visualize the data is important as well for the continued development of MONK and other large-scale projects that propose to do text mining analysis on large collections of literary texts.  The idea that parts-of-speech can be used to discriminate between authors is well-established. John Burrows used multivariate statistical techniques (such as principal component analysis and probability distribution tests) in the 1980s to examine Jane Austen’s style through words like “in” and “it” and “of.”
 Harald Baayen's approach in Analyzing Linguistic Data
 (2008) relies on using parts-of-speech trigrams as a factor in authorship attribution. Digital humanities scholars have used computational analysis to ask the question "Was Text A written by author X or author Y?" and it is not too far removed from asking "How does author X differ from author Y?" (the main question of this use case). Now, because of both the sheer number of digital texts encoded and available and the extensive processing power of applications like D2K, mining for styles could extend well beyond an author’s oeuvre, her genre, or her century.  
The process by which we could perform these analyses, however, remains essentially untested. Ideally, we could extract parts-of-speech from Making with named entities that are co-located in each sentence or paragraph and using a frequent pattern analysis algorithm and a Naive Bayes classifier we could attempt to find what patterns are like and unlike these in tens or hundreds of other texts. Yet, this “simple” process is complicated by the fact that the data returned from each step, including, but not limited to, the extraction of “dirty” (or unedited) named entities, would require an iterative approach that allows the user to manage, correct, or label what would be large amounts of data. Thus far, MONK has produced a social network representation as a proof-of-concept application for unsupervised learning (clustering) based on named entity extraction; The Making of Americans appears in this investigation.
 As part of my case study, further development is underway to use SocialAction,
 a social network/clustering tool created by Ben Shneiderman and Adam Perer at HCIL. In collaboration with Romain Vuillemont (also at HCIL) who will create and design the augmentations, I will investigate how the D2K frequent pattern analysis may be visualized in such a way that these results might be comprehensible to the user.
 This development will include visualizing social networks over the evolution of a text using the names as nodes and the features (the parts-of-speech patterns) to determine relationships between nodes. An interface with multiple views will be incorporated in order to facilitate comparing "snapshots" across texts (such as the same data from Uncle Tom’s Cabin or Old Curiosity Shop). Again, my case study represents a crucial step in developing a process for analyzing style across multiple texts and will prove, as did FeatureLens, to be an integral part of the future MONK interface.
Franco Moretti has argued that the solution to truly incorporating a more global perspective in our critical literary practices is not to read more of the vast amounts of literature available to us, but to read it differently by employing “distant reading,”
 but in The Making of Americans, Gertrude Stein seems to be warning digital humanists to take heed: “machine making does not turn out queer things like us” (para 238). Yet, if our goal is to learn to read texts differently, “machine making” does not have to reproduce what “queer” humans do well. Rather, computers will continue to facilitate what we do poorly: quickly and efficiently using algorithmic analysis to find and represent patterns across large sets of data. Reading these texts “from a distance” through textual analytics and visualizations, I have focused my case study on developing methods by which one can not read them in ways formerly impossible. 
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� Please see �HYPERLINK "http://www.wam.umd.edu/~tclement/samplesMoa.html"��http://www.wam.umd.edu/~tclement/samplesMoa.html�. for a comparison chart showing that texts such as Moby Dick or Ulysses which have approximately half the number of words as The Making of Americans also have, respectively, three times and five times as many unique words.


� according to Text Mining: Predictive Methods for Analyzing Unstructured Information by Sholom M. Weiss et al.,


� Developed by the Automated Learning Group (ALG) at the National Center for Supercomputing Applications (NCSA), http://alg.ncsa.uiuc.edu .


� J. Pei, J. Han, and R. Mao, ''CLOSET: An Efficient Algorithm for Mining Frequent Closed Itemsets (PDF) '', Proc. 2000 ACM-SIGMOD Int. Workshop on Data Mining and Knowledge Discovery (DMKD'00), Dallas, TX, May 2000.


� N-grams may be thought of as a sequence of items of “n” length, usually used as a basis for analysis in natural language processing and genetic sequence analysis.


� For more on the algorithm used please see J. Pei, J. Han, and R. Mao, ''CLOSET: An Efficient Algorithm for Mining Frequent Closed Itemsets (PDF) '', Proc. 2000 ACM-SIGMOD Int. Workshop on Data Mining and Knowledge Discovery (DMKD'00), Dallas, TX, May 2000.


� Examples of frequent co-occurring patterns from the text may be found at � HYPERLINK "ftp://ftp.ncsa.uiuc.edu/alg/tanya/withstem" ��ftp://ftp.ncsa.uiuc.edu/alg/tanya/withstem� (any file on this list opens in a browser to reveal thousands of patterns). 


� FeatureLens was created in collaboration with a team of researchers at the Human Computer Interaction Lab (HCIL) at the University of Maryland at College Park. The list of participants and more about the project is at � HYPERLINK "http://www.cs.umd.edu/hcil/textvis/featurelens/" ��http://www.cs.umd.edu/hcil/textvis/featurelens/�.  A working demo of The Making of Americans within FeaturLens is at � HYPERLINK "http://monk.lis.uiuc.edu:6060/openlaszlo-3.3.3-servlet/my-apps/featurelens-moa/src/featurelens.lzx" �http://monk.lis.uiuc.edu:6060/openlaszlo-3.3.3-servlet/my-apps/featurelens-moa/src/featurelens.lzx�. Start the application by selecting the “load” button and choosing The Making of Americans under “collection.”


� All figures are located on my samples page at � HYPERLINK "http://wam.umd.edu/~tclement/Nebraska2008Samples.html" �http://wam.umd.edu/~tclement/Nebraska2008Samples.html� .


�Each line in Area C represents five paragraphs in order that the user may see the whole text at once.
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